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Management summary
This report provides a brief introduction to the Kalman filter. It discusses the concept of
filtering by providing the reader with examples and it introduces the different concepts of
filtering along with these examples. Also included is a description of the Matlab practice
tool that is provided along with this document. The example that is used in the tool to
demonstrate the working of the Kalman filter is a one-dimensional hydrodynamical model
of the Western Scheldt. The tool uses true measurements from four observation sites along
the Western Scheldt. The possibilities of the tool are described and a step-by-step guide is
provided as well.
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Chapter 1
Introduction
1.1

Objective of this document

The objective of this document is to provide the interested reader with the basics of the
Kalman filter, or even data assimilation in general. The report has been set up in such a
way that anybody with some knowledge about hydrodynamical applications should be able
to follow and understand the following text. If you are looking for a thorough mathematical
treatment of the Kalman filter and its variants you are looking in the wrong place. If you
are looking for more general knowledge about the Kalman filter, or if you are looking for a
precise mathematical formulation of the filter, we refer to either Kalk et al., 2002 [?] or Van
’t Hof, 2002 [?] and [?]. We will discuss the parts of the Kalman filter that are crucial to its
functioning, and explain what can be expected of the filter. With the aid of several examples
from different disciplines we attempt to give the reader a reasonable amount of background
knowledge. We discuss several pitfalls to people who plan on using the filter, as well as some
of the properties of the Kalman filter.

1.2

Background information

The concept of filtering has been with us for a long time. For ages mankind has been filtering
his drinking water for example. Simply by using our hands we can filter impurities from water
by skimming dirt and leaves off the top of the water. Another example is the noise that we
filter out from our surroundings. We couldn’t bear all the little noises around us if we paid
attention to them all. We learn to ignore superfluous sounds, such as traffic and appliances,
and focus on the important sounds, like the voice of the person we’re speaking with.
So, filtering is important to us, but how does it relate to engineering, or modelling applications? The term filtering and the Kalman filter in particular can be put under an even
more general term, called data assimilation. In order to be able to explain the Kalman filter
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we will first explain this term. What is data assimilation? Loosely speaking we can view it as
exactly what the term suggests: the assimilation of data. The term data in this case stands
for measurements, or as they are also called, observations. The term assimilation is closely
associated with a model, and very loosely means as much as “included”. A more extensive
explanation of the term follows in the remainder of this section.
From a somewhat more historical perspective, data assimilation is often associated with
weather forecasting (see also Verlaan, [?]). We have always been interested in answering the
question: “What is the weather going to be like tomorrow?” In order to answer that question,
we would first need to figure out what the weather is like today. In earlier times, one would go
outside and take measurements of some variables of interest, such as temperature or pressure,
which would give us information about today’s weather. A group of experts would then draw
a weather map on which the forecasts were based. In the 1950’s it became possible to apply
“large” numerical models to weather forecasting, due to the rapid development of computers.
The initial state of the model, which is the basis of the forecast, was estimated directly from
the measurements. The numerical model was then used to produce the forecast. It was soon
recognized that the forecasts could be improved if the initial state was not only based on the
measurements but also on the forecast produced by the previous model run.
Nowadays we have a better understanding of the physics behind the weather. Models
based on mathematical equations and physical principles are used to predict the weather of
tomorrow. But how do we determine whether the prediction of such a model gives a reasonable
representation of reality? Therefore the results of these weather prediction models are verified
by comparing them to observed variables. The observations are generally considered to be
more representative than the solutions from a model. So, why don’t we just use observations,
if they are so much more reliable than the results from a model? Or why don’t we simply use
a model? This is where data assimilation comes in.
While observations represent an estimate of the current reality, we are often interested in
predicting the future. Observations are generally more accurate than a model, although they
are not based on mathematical equations and therefore have little value in future predictions.
For this we need models. However, when these models are not every once in a while constrained
by reality, they too are of little value. Another important difference between a model and
observations is that model predictions can be made across the entire domain, while the number
of observation sites is limited.
The idea behind data assimilation is to use the best characteristics of both observations
and a model (see Figure 1.1). For now just see it as the averaging of two numbers: one number
as the result of the model and one as a measurement. The average of the two is then the
assimilated result (the measurement has been assimilated) and is then used again as input to
the model. The block of data assimilation is composed of different parts, namely the model,
the measurement and “the averaging procedure” (the assimilation). Later on we will discuss
each of these item extensively (see Chapter 2).
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Figure 1.1: An illustration with the concept of data assimilation
Here we may already draw an important conclusion about data assimilation: if there is
no faith in the model and/or the observations, then it is not very sensible to start using data
assimilation techniques. So how do we combine such different data sources? Obviously, when
one of the two is more accurate than the other, the more accurate one is most important. This
means, that if we need to know the accuracy of the data sources, we need to know something
about the processes that produce the data.
Examples of situations where data assimilation is used are abundant: think about navigation systems (a car on the road, a ship at sea or a satellite in orbit), pollution source estimates
(smog prediction, tracing greenhouse gases), or weather forecasting. In this report we will
focus on the use of data assimilation, and the Kalman filter in particular, in hydrodynamic
applications. Note that the Kalman filter is only one of several available data assimilation
techniques. It falls, however, outside the scope of this document to compare and discuss each
to these techniques.

1.3

A data assimilation example

In the previous section we gave a brief example of data assimilation in weather forecasting.
Another example is the following. Suppose a pilot is asked to fly an aircraft from airport A
to airport B (see Figure 1.2). After taking off from airport A, the plane sets course towards
B.
Since the pilot has taken the trip before, he knows from experience that it will take him
about 3 hours to get there. From the gauge in his cockpit, the pilot has a fairly accurate
estimate of his cruising speed. Unfortunately, the compass in the airplane is not working, so
the pilot has no idea of his current location. All he knows is the initial direction in which
he took off from airport A. Since he does know his cruising speed he can make an educated
PR549
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Figure 1.2: An illustration of the path an airplane might take when flying from airport A to
airport B.
guess as to where the airplane currently is. Due to turbulence, pilot errors and a not entirely
accurate speedometer, the plane starts to drift off course. Luckily, the pilot is able to take a
GPS-reading (GPS stands for Global Positioning System) once every hour. That way he can
correct his course correspondingly and still arrive at location B.
This example gives an illustration of some of the main ideas behind data assimilation. The
pilot has the ability to calculate his position by integrating his velocity over time (the model
prediction). He is also aware of his initial condition: the location and direction in which he
took off from the airport. The pilot’s prediction of his current location is obviously faulty due
to external forces (the weather) and the inaccuracy of his measuring device (the speedometer).
With the aid of a GPS-reading, however, he is able to accurately pinpoint his true position.
With the aid of this observation he is now able to correct his flying pattern according to this
new information. He has assimilated the information from the observation to make a new,
better prediction. This process then keeps repeating itself. After a GPS-reading, the best the
pilot can do is to rely on his model by keeping a close look at the velocity of the airplane.
Until another observation becomes available and he is able to correct his flight path again.
From this example several things become clear. The better the pilot is able to estimate
his flying speed, the more accurate he will be able to predict his current position, and the less
correction is needed. This means that his estimated position will be closer to his true position
(assuming that this is the position obtained from GPS). It is very likely that without GPSreadings, the pilot would never reach location B based on his own predictions. GPS-readings
are used to verify whether the pilot has not drifted too far off course. Another requirement
for a solid prediction by the pilot is his knowledge of his starting condition. The better he
knows his initial conditions, the more accurate he can make his first prediction. In the case
that the initial estimate of his departure direction is completely false, he would find out about
it as soon as he received his first GPS-reading. Only then would he be able to correct his
PR549
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flying pattern.
Several other thought experiments might contribute to a better understanding of data
assimilation. What if we idealized the situation such that there were no external forces and
we assume that the pilot has a perfect model, i.e. he is able to predict his flying speed
exactly. In that case it would make GPS-readings useless, because they would provide no
additional information. Another scenario would be that the pilot has the ability to take a
GPS-reading at any time. That would make his model, his need for an estimate of his flying
speed, superfluous. He would simply be taking GPS-readings continuously. A drawback to
this last scenario is, however, that the pilot now no longer has the ability to make a prediction
about his future position, since he is only aware of his current position. In order to provide
the airport control at location B with an estimate of his arrival time, he would still be needing
his model prediction. The whole example is of course a very simplified version of reality, and
one must realize that there will always be external forces, and that there are no such things
as a perfect model, or perfect observations. In fact, we can’t even be sure what “the truth”
really is.

1.4

Reader’s guide

The structure of this document is as follows. In Chapter 2, many properties of the Kalman
filter are introduced and discussed. Each of the sections of this chapter explains one specific
component of the filter: the model (Section 2.2), the observations (Section 2.3), the initial
conditions (Section 2.4) and finally the Kalman filter itself (Section 2.5).
Chapter 3 focusses on the accompanying Kalman filter practice tool. The workings and
possibilities of the tool are the central theme in this chapter.
Finally, in Chapter 4 some general conclusions and remarks can be found.
For the interested reader there is still Appendix A to read, which is a more technical,
detailed description of the example that is used in the Kalman filter tool.
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Chapter 2
Parts and properties of the Kalman
filter
2.1

Overview

The Kalman filter is one of several data assimilation techniques. Because the topic is so complicated and technical it is decided to favor simplicity in combination with examples instead
of a thorough mathematical treatment. To the interested reader we highly recommend the
literary survey (Kalk et al., 2002 [?]) as well as the more technical and theoretical description
of the Kalman filter (Van ’t Hof, 2002 [?], [?]). The goal of the current chapter is to familiarize
the reader with the way the filter works. What ingredients are required to make the filter
work? What can we expect from the filter? How do we choose the parameters of the filter?
In order for a Kalman filter to work, several items are required: you need a model, observations, initial conditions for your model, and of course the assimilation procedure itself
(see also Section 1.2). Each of these aspects will be discussed in more detail in the following
sections.

2.2

The model

The prediction part of the Kalman filter is due to a model. Such a model gives a simplified
version of reality, based on physical and mathematical descriptions. Although the Kalman
filter can be applied to virtually any type of numerical model, in this report we are mainly
interested in applications that are based on water movement. Usually the descriptions for
these models are in the form of equations such as the continuity, and momentum equations.
Generally, as these problems become more realistic, the model complexity increases. In practice these equations are solved by applying numerical methods. A schematic representation
of such a numerical model can be found in Figure 2.1 below.
PR549
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Figure 2.1: A schematic representation of a model.

Of course, a model remains just that: a simplification of reality. This implicitly means
that a model can never be perfect, and will therefore have errors. These errors are possible
due to inaccurate knowledge of the physics, but model simplifications, numerical approximations or parameter uncertainties also fall into the category of model errors. In a deterministic
model, nothing is explicitly done with these errors in the computations. Before being able
to use a Kalman filter, it is of great importance to know the structure of these errors. The
implication of this is that anyone who wishes to start using a Kalman filter, should be aware
of these errors. More specifically, that person should have (at least) a general idea of where
these inaccuracies in the model may be found and what their magnitude is. The deterministic
model that lies at the base of any Kalman filter needs to be extended to include these errors.
Therefore the model is embedded into a stochastic environment by adding several noise processes to the deterministic model (see Figure 2.2). These noise processes are used to model
the uncertainties.
These noise processes that are added to the numerical model (generally called system
noise) give the Kalman filter the ability to make corrections to the model predictions. The
term system noise originates from control theory where a model is written as a system. The
(partial) differential equations describing the physics of the model, are then written in matrixvector notation (a system). The larger the noise processes are (i.e. the less confidence we have
in certain aspects of our model), the larger the corrections are that the Kalman filter will be
able to make. For the conveyor belt one could think about system noise as unwanted rambling
of the belt for example. Depending on the specification of these noise processes, the Kalman
filter is able to make corrections to certain parts of the model. It is possible to assume that
the boundary conditions and the meteorological input to the model are uncertain, but that
the model exactly satisfies the equation describing the preservation of mass.
A fundamental property of the Kalman filter is that the characteristics of the underlying
model are not changed. This means that if a model satisfies the continuity equation, then
this will still be the case if the Kalman filter is included. The implementation of WAQUA
(a two-dimensional hydrodynamic and waterquality simulation system) for example is fully
PR549
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Figure 2.2: A schematic representation of a stochastic model.

mass conservative. In other words: no water is generated from within the model. There can
never be more or less water in the model at a certain time than at any other time. The same
is also true for the Kalman filter application in WAQUA.
A situation in which a Kalman filter is often used, is to estimate uncertain parameters in
the model. For example, the bottom friction coefficient is not well known, but with the aid
of a Kalman filter it is possible to continuously adapt this parameter, based on the changing
conditions during a simulation.
In the idealized situation that we assume that there is no system noise at all (the model
is perfect), that the initial conditions are the same and contain no uncertainties, the results
of the Kalman filter would be identical to those of the model itself. The situation without
system noise is of course only a theoretical exercise, because if the model is perfect we don’t
need a Kalman filter.
To conclude: the numerical description of a mathematical model forms the heart of the
Kalman filter. Knowledge and specification of the uncertainties in the model are a requirement
for sensible computations by the filter. The system noise allows the Kalman filter to make
a correction to the prediction (that deviates from the model prediction). This deviation is
based on the specification of the uncertainties. Making a choice for the amount of this system
noise often follows from either experience or from a process of trial-and-error.
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The observations

Observations can be seen as a way to “steer” the model, to compare the model to reality as it
follows from the measurements. Several items are of importance when discussing observations,
think for example about the location of the measurement sites, the number of measurements
and the accuracy of the measurements. These parts will be discussed below.

2.3.1

The location of the measurement sites

An example that comes to mind in this respect is a process where some workers are doing
conveyor belt work. On the belt are very heavy packages that sequentially pass each of the
workers (Figure 2.3). The belt is moving from the left to the right and the workers are to
make sure that the packages are placed as close to the middle of the conveyor belt as possible
for further processing. We consider three different scenarios in which the number and location
of the workers and the foremen varies.
Scenario 1
Next, suppose that we have a setup of a single worker and a single foreman who has to
make sure the worker is doing his job properly: The packages to the left of the worker are

Figure 2.3: Setup of a single worker and a foreman at a conveyor belt.
obviously untouched, and the results of the worker becomes visible only to the right of the
worker. Since the belt is going from the left to the right, it would make no sense for the
foreman to be standing to the left of the worker. He wouldn’t be able to check the efforts of
the worker anyway. The errors in the placement of the packages with respect to the center of
the belt will decrease as soon as they have passed the worker.
Scenario 2
Suppose now that another worker joins the first one on the opposite side of the conveyor
belt. Because the packages are so heavy, it is assumed that it is perhaps better to use two
workers simultaneously to move the packages (see Figure 2.4): Again the foreman is standing
to the right of the two workers to observe the result. It is to be expected that he sees an
PR549
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Figure 2.4: Setup of two workers (simultaneously) and a foreman at a conveyor belt.
improvement over the situation with a single worker, and that the errors in the placement of
the packages are now even smaller.
Scenario 3
Yet another effort is made to use the workers even more efficiently. It is suggested to
place the two workers at different locations alongside the conveyor belt (Figure 2.5). This

Figure 2.5: Setup of two workers (sequentially) and a foreman at a conveyor belt.
time the foreman stands in the middle of the two, meaning that he is only able to verify the
work of the worker to his left. The first laborer is the one who makes the largest correction
of the placement of the packages. The second laborer only has to correct the work of the
first laborer, which (assuming again that the first worker doesn’t make a mess) takes considerably less effort. The foreman at this point however is not able to check the work of the
second worker. The roles of the two workers would be reversed of course if the direction of
the conveyor belt were to change. A second foreman standing at the end of the conveyor belt
would notice that the errors with respect to the placement of the packages are smallest in this
scenario, because he would see the results after two independent corrections.
In the above example several parallels with the Kalman filter may be found. The conveyor
can be seen as a simplified model, while the workers symbolize the observations. The foreman
stands for a certain location of interest, where an analysis is performed. The example shows
that:
1. Using measurements results in smaller errors (scenario 1).
PR549
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2. Using two dependent observation sites (scenario 2, where the workers stand in the same
spot) results in a smaller error than in the case of a single observation site.
3. Using two independent observation sites (scenario 3, where the workers are in different
spots) gives a still smaller error.
4. The location of the observation site (worker) and the location of interest (foreman)
affect the result.
The example of the conveyor belt can be used to explain some more effects of observations
on the performance of the Kalman filter. If the first laborer would stop working than the
result in each of the three scenarios would be different. In the first case, nothing would happen
to the packages anymore, and the foreman would see no result at all (i.e. no reduction in
the error). For the second and the third case, the second worker would be doing all the work
by himself. The difference of course being that in the third case, the foreman would see no
improvement at all.
Compare the above example with a somewhat more practical situation. The locations of
Hoek van Holland in the Netherlands and the Auk-Alfa platform in the North Sea are two of
several stations that measure the wind set-up (see Figure 2.6).
When comparing the measurements from these two sites we very likely notice certain
similarities between them. From practice, the following rule of thumb comes to mind: “The
wind set-up at Hoek van Holland is approximately equal to the wind set-up at Auk-Alfa two
hours earlier plus one meter.” It seems logical that a verification of this rule depends on the
wind direction. For winds blowing from the South to the North, it is unlikely that the wind
set-up follows the above rule of thumb. On the other hand for winds blowing from Auk-Alfa
towards Hoek van Holland a relation between the two seems probable. In practice this means
that if somehow the measurement station at Hoek van Holland would drop out due to a
malfunction, we would still be able to make a prediction of the wind set-up there. Given that
the wind would be coming from the direction of Auk-Alfa, combined with the wind set-up
information of Auk-Alfa it is possible to make a prediction using the above mentioned rule
of thumb. In case the wind would be blowing in the wrong direction, this exercise would be
futile, the information from Auk-Alfa would never “reach” Hoek van Holland.
Another aspect that comes to mind at this point is that the location of and the distance
between the two stations is probably also of importance. It wouldn’t make sense to use a
measuring station on the West side of England to provide Hoek van Holland with additional
information, because they aren’t really along the same body of water. It also wouldn’t make
sense to use a measuring station on the East coast of the United States in combination with
a measuring station on the West coast of Ireland. The distance between the two locations
would be far too large for any relation to exist.
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Sketch of the Southern North Sea
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Figure 2.6: The geography of the Southern North Sea, including the two wind set-up observation sites of Hoek van Holland and North Shields.

The same remarks that have been made with respect to the conveyor belt example as well
as the wind set-up example are true for the Kalman filter. It is unrealistic to assume that the
Kalman filter will make a better prediction than the numerical model when no measurement
information is available. So how can we tell whether this information is available to the
filter or not? Well, as we have seen in the conveyor belt example, in the neighborhood of a
measurement site we have this information. But we can say more. Even if the measurement
PR549
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site is located a bit further away of our point of interest it is still possible that this information
can be used by the filter to make sensible improvements. We refer to the wind set-up example
where information of Auk-Alfa is used to make an estimate of the set-up in Hoek van Holland.
However, as we have remarked before, there has to be some sort of “physical connection”
between the measurement site and the location of interest. The two have to be correlated.
This connection can typically be found with the model. In the case of wind set-up, the wind
has to be blowing from a certain direction for example. The smaller this correlation between
the measurement site and the location of interest, the smaller the amount of measuring
information is, that the Kalman filter can use to make an improved prediction.

2.3.2

Measurement errors

However accurate the measurements are compared to the model results, they will never be
perfect. Just as the Kalman filter requires some room from the numerical model to make
changes by introducing system noise, this room is also needed on the side of the observations.
Therefore the inaccuracies in the measurements are modelled with observation noise. If we
assume that the measurements contain no noise whatsoever (the measurements represent the
“truth”), then the filter will simply follow the measurements at the observation sites and use
no information of the underlying model at all. Notice that outside the observation sites the
filter still uses the model predictions.

2.3.3

A measure for the error

It is quite useful to somehow be able to verify how accurate the model (or later on the
Kalman filter as well) is with respect to the measurements. Or maybe we want a measure
for the improvement the filter gives over the situation without the filter. In this next section
we therefore introduce a measure that gives an indication of how well our model (or filter)
corresponds to the observations. A possible solution is to compute the differences between
the filter prediction and the measurements and then simply average all these errors. However,
it can be easily shown that this does not work. Suppose that the number of time steps in a
simulation is equal to 20 and that we are trying to estimate water levels. In each of the first
10 time steps the difference between the filter prediction and the measurements is precisely
10 centimeters. In the time steps from 11 to 20, these differences are −10 centimeters in each
case. After taking the average across all 20 errors we must come to the conclusion that the
filter is perfect, since the average is equal to zero. This is of course not true which means
we need a different measure in order to properly compare the filter and the measurements.
Instead, we often use the Mean Square Error (MSE), or the square root of this quantity, the
Root Mean Square Error (RMSE). The minimum value of both the MSE and the RMSE
is equal to zero, which means that we made a perfect estimate (equal to the value of the
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observation). The larger the value of the MSE (or RMSE), the worse the filter performance
is. Generally this means that it is in our best interest to keep this quantity as small as possible.
A drawback of the RMS error lies in the fact that it can be calculated only at measurement
locations.
As an alternative one might consider the standard deviation of the error. This quantity
is computed by the Kalman filter every time step en can be seen as an indication of how well
the Kalman filter “thinks” it is doing. A beneficial property of the standard deviation is that
it can be calculated at any location of the computational domain. On the other hand, it still
remains only an estimate made by the Kalman filter. Again, similar to the RMS error, this
quantity is usually preferred to be as small as possible.

2.3.4

Conclusions

What we have learned sofar can be briefly summarized as follows:
1. The imperfections in the observations are modelled with noise. This gives the Kalman
filter the possibility to make a prediction that deviates from the measurements.
2. More frequent measurements provide more information.
3. More observation sites provide more information.
4. The Kalman filter will only give an improvement over the original model when measurement information is available to the filter. This means that either the location of
interest is near a measurement site, or there is some sort of “physical relation” between
the two. In other words, they must somehow be correlated through the mathematical
model. Not all measuring sites provide the Kalman filter with a similar amount of
information. The correlation between the observation site and the location of interest
play an important role. This means that the improvements to the model predictions
are going to vary per location.
5. The measurement site which is most correlated with the location of interest, provides
the Kalman filter with the most information.
6. To verify the quality of the results from the Kalman filter, it is common to use the RMS
error. Generally, the smaller this RMS error is, the better the filter results are.
De amount of measurement noise usually comes from the measurements itself. Often a
(statistical) analysis of the measurement data has been performed, from which the standard
deviation of the measurement noise follows.
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The initial conditions

Just as the engine of a car needs to be started and then keeps running, the same is true for
the Kalman filter. It needs an initial condition to get started, but doesn’t need it anymore
afterwards. As is to be suspected, the quality of this initial condition determines how good
the performance of the filter at the start will be.
When we are discussing the initial conditions we are talking about a so-called “cold start”,
where the model and the filter have to start with “something”. The choice of this “something”
is a decision made by the end-user. Think again about the conveyor belt example from the
previous section (2.3): the conveyor belt is empty, or filled with packages that haven’t been
moved yet. Although the first worker will be able to correct the position of the packages, it
would be a great help to him if the packages are already positioned reasonably close to the
middle of the conveyor belt. The more chaotic the original placement of the packages, the
more work the laborer has to perform in order to move the packages towards the center of
the belt.
Similar to the case with the model and the observations, the initial conditions are again
rarely transparent enough to assume that they have no errors. Therefore so-called input noise
is introduced to the starting conditions. Although the Kalman filter puts a moderate amount
of faith in the initial estimate, if it is incorrect, over time the measurement data causes the
filter to converge toward a more sensible solution. In exceptional situations this can still go
wrong, but falls outside the scope of this document. Usually we don’t know much about the
input-noise and therefore it is often assumed to be equal to zero.

2.5

The assimilation procedure

The assimilation procedure of the Kalman filter cleverly combines the results of a model
and observations, including the inherent uncertainties that are present in both. As we have
seen, both are different sources of information and both are assumed to have errors in that
information. Extending the illustration from the stochastic model in Section 2.2 (see Figure
2.2) with the Kalman filter we obtain the following representation:
Instead of the filter being a tool that provides the user with a more or less ideal image
of reality, it should rather be seen as a method that tries to make the best of two non-ideal
sources of information. The Kalman filter can be used to maximize the information available
from observations and model predictions. Preferably one would like to have observations
everywhere, unfortunately this would be a quite costly affair. In practice the number of
measurement locations is quite scarce when compared to the spatial scale of the applications
we’re interested in, think about the Dutch coastal models, the Southern North Sea model, or
even the Continental Shelf Model. As we have seen in Section 2.3, the impact the information
of an observation site has on nearby locations depends on the amount of correlation. This
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Figure 2.7: A schematic representation of the Kalman filter and its components.
means that a single observation site can provide information to a much larger area surrounding
the site.
One could see the assimilation procedure in the Kalman filter as an extremely advanced
method of interpolation. Depending on two different sources of information, the Kalman filter
is able to improve the prediction of the model by taking into account the errors of the two
sources. It does this by calculating a number of weights, collected in the so-called Kalman
gain matrix, that determine the importance of either the measurement information or the
model information. In this respect it resembles an interpolation method. The difference
between the true measurement information and the prediction made by the model is called
the residual. The gain can be seen as a collection of weighting factors for the residuals. If
the measurement is very uncertain and the model prediction is relatively precise, then the
residual is dominated by the noise and little change in the model prediction should be made.
Therefore the filter will tend to put little confidence in a very noisy measurement and would
weight it lightly. In other words: if the measurement noise is large with respect to the forecast
error, then the Kalman gain is small (close to zero). On the other hand, if the uncertainty in
the measurement is small and that in the model prediction is big, then the residual contains
considerable information about errors in the model prediction and a strong correction should
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be made to obtain a better prediction. In this case you are not very certain of the system
model within the filter structure and therefore would weight the measurement heavily. If the
forecast error is large with respect to the measurement noise, then so is the Kalman gain (this
can be either positive or negative).
The reader might still be wondering about an answer to the following question: “How
does the filter know wether the model or the measurement is in error?” The answer to this
question can be found in the amount of system and measurement noise. In fact, the user
himself decides how much faith he has in the model and the measurements, through the
parameters of the system and measurement noise. So, when the observation noise is larger
than the system noise, according to the filter it is much more likely that the measurement
is in error than the model. Because these noise processes are random processes, it is quite
possible that according to the filter the error is in the model. However, the odds of this are
smaller than the reverse.
For each observation site the filter computes such a gain matrix with weights. This means
that for every observation site, a gain matrix is calculated that contains weights for every
location in the spatial domain. An example of the Kalman gain matrices for the CSM-model
for the locations of Wick and North Shields are shown in Figure 2.8 below. Note that all the
measurement stations from the figures (the black dots) have been used in the computations.
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(a) The Kalman gain at Wick.
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(b) The Kalman gain at North Shields.

Figure 2.8: Different examples of the Kalman gain for two observation sites on the English
coast.
Notice that the Kalman gain is much larger (in absolute value) at the location of Wick
than it is at the location North Shields. The measuring station at Wick is the one that lies
the most North and is therefore closest to the boundary. The gain is larger because either
the measurements from Wick are very reliable, or the errors in the forecast of the filter are
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larger around Wick. A further explanation can be found in Section 2.6 by the way.
Another reason why the gain around Wick is larger has to do with the order in which the
observation sites are used by the filter. The direction in which the flow in the model is going,
is from the boundaries in the Nort-West towards the Dutch coast. The first observation site
from this boundary of which the measurements are assimilated is Wick. Therefore the gain
around Wick is already relatively larger than the gains of the other stations. In this context,
remember the conveyor belt example, in particular scenario 3 (see Section 2.3). The gain
(in other words the gain by making corrections to the positions of the packages) is larger for
worker 1 than for worker 2. Worker 2 doesn’t have to correct as much when worker 1 does his
job properly and the system noise (the shaking of the belt) is not large enough to undo all
the work of worker 1. In case the system noise is large enough to undo all the work of worker
1 when the packages reach worker 2, then the gain will be equal for both employees (we have
assumed that the quality of the work is the same for both employees). The activities of both
workers are independent from each other. When worker 2 still does profit from the corrections
made by worker 1, their activities are dependent. Since the model in the practice tool closely
resembles the conveyor belt, this behavior of the gain can also be found there (Section 3.4.6).
It is also clear from these figures that the surrounding area that is being influenced by
measurements can be quite large. The observation sites along the Dutch coast for example
are so close to each other that the gains of the different stations are overlapping (this can not
be found from the figures). For the Kalman filter these stations are dependent to each other.
The measuring site of Wick on the other hand is independent of other stations (there are no
other sites close by that are used by the filter). The gains of the stations along the Dutch
coast will therefore be relatively smaller than the gain in Wick.
Besides providing the user with an improved prediction, the Kalman filter does more. It
also gives an indication as to how good this estimate is in terms of variance. This variance
is strongly dependent on the available observation information, the location of the measuring
sites, the measuring frequency as well as the measuring accuracy. The smaller the variance,
the more accurate the prediction by the Kalman filter is. Instead of the variance it is often
common practice to use the standard deviation.

2.6

Forecasting

From the earlier examples in this document, it has become clear that the Kalman filter can
be used in different types of situations. The term “filtering” can therefore also be subdivided
into the following categories:
1. In the case of filtering we are interested in reconstructing the entire state of a model up
to the present, based on available measurements up to the present time (nowcasting).
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2. Predicting is used when we want to estimate the state of a model at a future time, even
though the observations are only available up to the present time (forecasting).
3. Smoothing is a process which uses measurements up to the present time to reconstruct
the model state at an earlier time. This technique is often used to trace certain quantities
backward, to their origin (hindcasting).
It is quite possible that the end-user will run into the terms nowcasting, forecasting and
hindcasting, which is why they are briefly mentioned above. We talked about nowcasting
in the previous examples, while hindcasting falls outside the scope of this report en won’t
be discussed further. The use of the Kalman filter for a forecast on the other hand is quite
common (also in the operational sense). This is why we shall explore this category a bit more
below.
A situation in which the Kalman filter is used for a specific goal is when a forecast is
required. Suppose that we wish to predict the wind set-up at a specific location for tomorrow.
We assume that both the model and the filter have started from a “cold start” (see Section 2.4)
exactly one week ago (in simulation time). From that moment on a Kalman filter simulation
has been made with the observation up till and including today’s. Since the measurements
for tomorrow aren’t available yet, the filter will make a forecast for tomorrow starting from
the last available measurement of today. In the example of the conveyor belt this occurs as
soon as the workers (the assimilation) stop doing their job. The actual forecast is then what
the foreman observes when the packages pass. An example of the results of the RMS error
while making a forecast for the wind set-up is shown below:

Figure 2.9: The Root Mean Square error of the wind set-up for prediction several hours into
the future.
The numbers in the figure, although somewhat arbitrary, could for example originate from
the Continental Shelf Model. The figure shows the Root Mean Square error which is basically
a measure for the accuracy of the estimates made by the model of the Kalman filter. The
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RMSE without the use of data assimilation is equal to 12 cm no matter how far ahead we
predict the water levels. For the computations with data assimilation we see that the RMSerror is at first much lower (6 cm), but gradually increases. If the ahead predictions are longer
than 12 hours away, the difference between the prediction of the model with or without data
assimilation is hardly visible. The effect of data assimilation is largest at the start of a forecast
(see Figure 2.9).
Several assumptions should be taken into account when viewing the picture. First of all
there has been a lengthy initialization procedure (the cold start). Furthermore this picture is
typical only for stable and time-invariant models. The uncertainties that are introduced into
the model each time step don’t keep growing forever, which would cause the model results
to go towards infinity. The model itself must be stable, meaning that it has the ability
to dampen these uncertainties. Eventually a balance occurs between the new uncertainties
and the damping of the errors by the model. This explains why the RMSE of the model is
horizontal. The line of the assimilated result slowly converges towards this horizontal line. The
longer the filter has to wait for measurement information (i.e. the longer the ahead predictions
are), the more the RMSE of the filter resembles the RMSE without data assimilation.
On a side note we would like to point out that the example model of the Western Scheldt
in the Matlab practice tool that is explained later on in Chapter 3, falls into the abovementioned category of models (time-invariant and stable). Similar behavior as in Figure 2.9
can be expected in the Matlab practice tool.
What also becomes clear in this example about making a forecast, is the importance of
the distance between an observation site (a worker along the conveyor belt) and the location
of interest (the foreman). If the worker is situated directly to the left of the foreman, the
effects of vibrations of the conveyor belt (the system noise) will still be small by the time the
foreman check the work. Obviously the foreman sees quite positive results. When making a
forecast, however, this position directly to the left of the foreman is not quite so favorable.
Earlier in this section we already remarked that the making of a forecast coincides with
stopping the activity of the workers along the conveyor belt. Suppose we wish to make
a forecast of a single minute ahead. This means the worker stops working for one whole
minute, and that the last package he repositions before the start of this minute has been lying
on the belt for one minute without further corrections. If the foreman stands directly to the
right of the worker, that last package has already passed him almost one minute ago. What
the foreman sees after that one minute is in fact the corrected result of the packages that
were repositioned on the belt one minute earlier. When making a forecast it is much better
if the worker is standing at the spot where a package on the conveyor belt takes exactly one
minute to reach the foreman. That way, the foreman observes the corrections that the worker
made one minute earlier. Of course these corrections will have slightly deteriorated due the
vibrations of the belt (the system noise), but this will still be better than the results of the
earlier situation. When making a forecast there is a certain connection between the location
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of the worker, the foreman and the speed of the conveyor belt.
In this regard observe again Figure 2.8. The figure shows two instantaneous moments
of the Kalman gain. At first sight a measurement from Wick has no effect at all at the
waterlevel in Hoek van Holland for example (the gain is equal to zero in Hoek van Holland
for the observation site of Wick). If we include the time aspect in this observation and we
wish to predict the waterlevel in Hoek van Holland in three hours, a forecast should be made
for three hours ahead. In that case the information of Wick might be very interesting for the
prediction in Hoek van Holland (we assume that the travel time of the tidal wave from Wick
to Hoek van Holland is also approximately three hours). The effects of a measurement in
Wick have then reached Hoek van Holland. Depending on the travel time of the tidal wave, it
might therefore be wiser to use an observation site that is either closer or further away than
Wick in a Kalman filter simulation.

2.7

Concluding remarks

As we have discussed in the previous sections, the Kalman filter concept is relatively easy
to understand, although mastering it is a different matter. At this point we have discussed
the properties of the Kalman filter in terms of several easy-to-understand examples, and
pointed out to the reader several other items of interest. In order to give the reader an
even better understanding of some of the processes that play an important role in Kalman
filtering, a practice tool was developed in the programming language Matlab. A somewhat
more elaborate example is worked out in Chapter 3, which closely follows the example in the
practice tool. It gives the reader the ability to play around with some aspects of the Kalman
filter, and directly visualize the consequences on screen.
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Chapter 3
The Matlab Kalman filter practice
tool
3.1

Introduction

In this chapter a description is given of the Kalman filter practice tool. Since the Kalman filter
requires both a model and observations to function, these two components will be discussed
here. The model that is used as an example in the tool to demonstrate the Kalman filter
is a one-dimensional hydrodynamical model of the Western Scheldt (see Figure 3.1). No
output of other (external) programs is required to run the tool, it is a stand-alone tool. The
mathematical details of the underlying model are explained in Appendix A. Specific knowledge
of Matlab is, besides being able to start the program itself, not required.

Figure 3.1: The area of interest and the location of several sites of interest.
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Installation of the Matlab practice tool

In order to run the Matlab practice tool, the minimum system requirements are summed up
below:
 PC (at least 400 Mhz)
 Internal memory 64 Mb (preferably 128 MB or more)
 Windows 95 OS, or Linux OS
 Matlab version 5.3.1 or higher.

The user should simply unzip the file “Kalman filter practice tool.zip” in a directory of
choice using Winzip or another compatible program. All the required files will then be extracted to that directory and a directory structure will be created. Remember the location
where you extracted the files, you will need it later. Make sure you properly extracted the
subdirectories (i.e. “measurements”, “gui” and “wave1d”).

3.3

Description of the Matlab practice tool

Running the practice tool is easy. Start Matlab and make sure that you are in the directory
where you unzipped the archive. Then simply type the command “startup” at the Matlab
prompt and the program will take care of the initialization:

Figure 3.2: Starting the Matlab practice tool
In case the user starts Matlab while already being the correct directory, the GUI (Graphical
User Interface) will be started automatically. The user is then presented with a screen as
shown in Figure 3.3.
A detailed description of the possibilities of the GUI can be found in the next two sections.
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Figure 3.3: The Matlab practice tool Graphical User Interface.

3.3.1

Description of the user interface

The first four menus in the GUI are standard Matlab menus and are therefore only briefly
discussed (see the Matlab help).
File:

Here the user can save and print results for example.

Edit:

The user is able to change certain options.

Insert:

Labels, title and other items can be changed or added to the plot.

Tools:

Under this menu the user may choose to zoom in on the picture, or to
run an actual simulation.

In the GUI are, however, two additional menus:
Language:

With the aid of this menu entry the user is able to switch between the
English and Dutch language. Simply select the desired language and the
GUI will be transformed accordingly.

Help:

This button provides information about the current version of the Kalman
filter Matlab tool.
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Most of the options available to the user, however, are located in the framed section at the
top of the user interface. Here a couple of items can be found that are numerated from 1 to
8. Depending on certain choices by the user not all options are available in every simulation.
Following the order of the user interface each of these items will be explained below:
1) Model:

At this point the user will only be able to select a single example, namely
the one-dimensional wave model of the Western Scheldt. It is possible to
include other examples in the future.

2) Assimilation
algorithm:

Here we have two options available. One can do a simulation with the
model only (without filter), or one can do a simulation including the
RRSQRT (Reduced Rank Square RooT) Kalman filter. The RRSQRT
filter is a special case of the Kalman filter and is used in the practice tool
to keep the computation times acceptable. For the practice tool the type
of Kalman filter is not important.

3) Used observation The user can place check marks in one or more of the boxes. The selected
sites:
boxes indicate that the specified observation sites will be used in the
following simulation (see also item 5). The sites are indicated by the
numbers 1 through 4, and are numbered from the West to the East. Site
1 stands for West-Kapelle, site 2 for Vlissingen, site 3 for Terneuzen, and
site 4 for Hansweert.
4) Result:

With this option the user is able to choose what should be visualized.
This can be one of several things, depending on the choice of the data
assimilation algorithm under item 2, and the number of observation sites
under item 3. In case the model-only option is chosen (item 2), only
a wave animation or a water level time series are possible. In case the
Kalman filter is selected, but no observation sites are checked (item 3),
it is again only possible to visualize the animation of the wave or a water
level time series. Otherwise, an additional three options will be available:
a RMS error time series, a standard deviation time series, or the Kalman
gain.

5) Choose location: Since the results can only be visualized for a single location at a time,
the user is required to choose this location. Depending on the number of
selected observation sites under item 4, the number of location can vary
from none to a maximum of four.
6) System noise:
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7) Observation
noise:

With this parameter the amount of noise in the measurements can be
changed. It is a measure for the faith in the measurements (the accuracy
of the measuring device).

8) Observation
period:

The default choice for this parameter is set to one, which means that
for every time step in the model simulation an observation is available
and is also used by the filter. By increasing the value of this parameter,
observations will be used less often. A value of 10 indicates that only
once every 10 calculation steps a measurement will be used.

On the top right-hand side of the GUI are three buttons:
Run:

By pressing this button the program will start an actual simulation.
Depending on the choice of the user, a visualization of the desired result commences immediately in the open gray area below the abovementioned items. As an alternative, the key-combination CTRL-R performs the same action.

Stop:

With this button the program calculations can be interrupted.

Exit:

If the user wishes to close down the program he can press this button,
which will properly shut down the Kalman filter tool. Alternatively,
the user can use the key-combination CTRL-X. After closing down the
program the user is returned to the Matlab command line.

Finally, on the bottom right-hand side of the GUI the text “Simulation time 0 [hours]” can
be read. This is a counter that is used to indicate the progress of the simulation. During a
simulation the counter keeps track of the number of hours that has been simulated by the
model. The total simulation length is 20 hours.

3.4

A step-by-step guide

In this section we will take the user through most of the options that are available in the
Matlab tool. In each of the 7 steps the settings of the GUI are determined and the results
are explained. After the user has played with each of the steps and has obtained a bit more
feeling about the working of the tool, the user is encouraged to proceed to Section 3.5.

3.4.1

Step 1: A model simulation

Starting from the main screen, we first start a simulation without making any changes. When
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Figure 3.4: Step 1. A model-only simulation
pressing the “Run”-button we see a side-view of the estuary and an animation of the wave
across a large part of the Western Scheldt. The boundary of the left shows the effect of the
tide, which then moves across the estuary in the form of a long wave. The visible solid black
line is the prediction as calculated by the model. The four vertical blue lines indicate the
locations of the observation sites where measurements of the water levels are taken (the black
dots). The measurements are shown to get an idea of the difference between the model and
the measurements. The color of the dots (black in this case) is used to indicate that nothing
is actually done with them. An example of the used settings as well as the final result are
shown in Figure 3.4.

3.4.2

Step 2: A Kalman filter simulation

Of course we are interested in seeing whether a computation with the Kalman filter will
improve the prediction made by the model, and will better approximate the measured values.
First we select the option “Model and filter (RRSQRT)” under item 2 in the main screen. We
then press the “Run”-button again. At first we see no difference with the simulation from step
1, and the result is identical to that in step 1 (see Figure 3.4). That is because as of yet we
have not used any observations. Under item 3, place a check-mark in the first box to indicate
that you wish to use that particular observation site (West-Kapelle) to be used by the filter.
Then press the “Run”-button again. This time we see a dashed line moving about as well:
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Figure 3.5: Step 2. A Kalman filter animation.
This line represents the prediction made by the Kalman filter. Especially near the left
observation station we notice that the dashed line (assimilated) follows the measurements
much more closely than the solid line (model). The measurement dots at the observation site
are now colored red to indicate that they are actually being assimilated by the filter. The
others are still black, and not actually used by the filter. The Kalman filter indeed improves
our predictions, although not at every location.

3.4.3

Step 3: A water level time series

It is also possible for the user to specify a single location where it is possible to follow the
water level predictions of both model and filter in time. When the simulation is finished a
water level time series is the result. Measurement data (if available in the simulation) are
added to the time series as well. That way it is possible to compare the results of both
model and filter with the true measurements. Under item 4 choose the option “Water level
time series”. We deselect observation site West-Kapelle (station 1) and choose for example
Vlissingen (station 2) and Terneuzen (station 3). Any of the four available locations under
item 5 can be chosen for a water level time series. First select Vlissingen and then press “Run”
to start the simulation. The result is shown below: If the location of interest also happens
to be an observation site (as is the case here), the measurements in the plot are indicated by
red circles. If the location of interest and the observation site differ and the measurements
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Figure 3.6: Step 3. A Kalman filter water level time series for Vlissingen.

Figure 3.7: Step 3. A Kalman filter water level time series for West-Kapelle.
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aren’t really used by the Kalman filter, then they are indicated by black circles. Instead of
selecting Vlissingen, this time choose West-Kapelle under item 5. Press “Run” again. Figure
3.7 shows the new results. Although the filter result in this case is slightly less favorable for
the location of Vlissingen. We can conclude that by comparing the results with the (non-used)
measurements, that the results from the filter are still much better than the results of the
model by itself.

3.4.4

Step 4: A Root Mean Square error time series

If we want to know how much of an improvement the prediction by the Kalman filter gives
us with respect to the model prediction by itself, we need a measure of how “good” the filter
is with respect to the measurements. This implicitly means that we can only compare the
filter results with the measurements at the observation sites. The minimum of the RMS error
is equal to zero. The larger the value of the RMS error, the worse the filter performance is.
Generally this means that it is in our best interest to keep this quantity as small as possible.
In the practice tool it is possible to visualize both the RMS error between the model and the
measurements as well as the RMS error between the Kalman filter and the measurements.
Strictly speaking (since the RMS error in this case is equal to a single number) we are in fact
calculating the absolute value. Select “RMS error time series” under item 4, and choose for
example the first 3 observation sites (West-Kapelle, Vlissingen and Terneuzen). Under item
5 simply choose the first location (West-Kapelle) and press “Run”. An example of the result
is shown below in Figure 3.8. There are 3 observation sites and for each of these sites 2 RMS
errors are calculated:
1. The RMS error between the model results and the measurements (red).
2. The RMS error between the filter results and the measurements (green).
This means that every time step a total of 6 RMS values is calculated (for this specific
scenario). Only 2 of these RMS values are visualized at a time, namely those for a single
observation site (item 5).

3.4.5

Step 5: A standard deviation time series

The standard deviation of the error tells the user something about the accuracy of the Kalman
filter. To be more precise: it is computed by the Kalman filter every time step and can
therefore be seen as an indication of how well the Kalman filter “thinks” it is doing. On the
positive side, it is possible to calculate this quantity at any location of the computational
domain. On the other hand, it still remains only an estimate made by the Kalman filter.
Again, similar to the RMS error, this quantity is usually preferred to be as small as possible.
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Figure 3.8: Step 4. A RMS error time series for West-Kapelle of both the model and the
Kalman filter
The convergence towards a constant value is a direct consequence of some of the properties
of the numerical model (stable and time-invariant), see also Section 2.5.

3.4.6

Step 6: The Kalman gain

In order to verify how much weight is given to the measurement information at one of the four
possible sites (item 3), we need to visualize the Kalman gain (item 4). We select observation
site 1 (West-Kapelle) and site number 4 (Hansweert) to be used in the computations. Under
item 5 we select that we wish to see the results for site 1 (West-Kapelle). After pressing
the “Run”-button we notice that the picture very quickly stops changing. The Kalman gain
apparently converges to a constant value, and this happens rather quickly. The reason for this
is that our model is time-invariant. The gain is largest to the left of the observation site, and
virtually zero to the far right. If we now choose to visualize the gain at the other observation
site (choose “(4) Hansweert” as the new location of interest under item 5) a different result
emerges. The gain is now considerably smaller than in the previous example. The reason for
this is that the first observation site in the direction of the wave is responsible for the largest
corrections (remember the third conveyor belt example from Section 2.3, or compare again
the results from Wick and North-Shields in Figure 2.8).
The gain of the leftmost station (West-Kapelle) is in comparison much larger than those
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Figure 3.9: Step 6. The Kalman gain for the observation site of West-Kapelle.

Figure 3.10: Step 6. The Kalman gain for the observation site of Hansweert.
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of the stations to the right (Vlissingen, Terneuzen and Hansweert). The errors move through
the model from the left to the right (coming from the noise on the left boundary), similar to
the conveyor belt example. A more elaborate explanation can be found in Section 2.5.

3.4.7

Step 7: The observation period

The observation period slider can be used to change the frequency with which observations
are used in the Kalman filter computations. The observation period is actually a multiple
of the model time step, and the larger this period is set to be, the larger the time between
measurements is. If we move the slider to an observation period of 10, this means that the
Kalman filter makes use of the observation data once every 10 time steps. When running a
time series simulation (select “Water level time series” under item 3), the consequences become
apparent immediately. See also Section 3.5 below.

Figure 3.11: Step 7. A Kalman filter water level time series with an observation period of 10
simulation steps.
When the Kalman filter does not receive measurement information, the results of the filter
slowly move away from the measurements towards the model results. As soon as another measurement is assimilated by the filter, the additional information is used in the new prediction
and causes the filter results to move back towards the measurement value again.
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Suggested exercises

In order to familiarize the reader with the Kalman filter practice tool, several possible simulations are suggested below:
1. What happens to the gain when we increase the system or observation noise?
2. What happens to the gain when we increase the observation period?
3. Make a simulation with location 4 as the only observation site and pay close attention
to the standard deviation. Choose the observation period under item 8 equal to 10.
Can you explain the “sawtooth” picture that occurs? What happens to the standard
deviation when more observation observation sites are added? Is similar behavior found
when visualizing the Root Mean Square error instead of the standard deviation?
4. Verify the results of the filter at an observation site of which the measurements are not
assimilated by the filter. Under item 3 select the third checkbox. Visualize a water level
time series (item 4) and then for item 5 choose the second location in the pull-down
list: Vlissingen.
The answers to the above exercises are given below:
1. A critical parameter in the Kalman filter is the standard deviation of the system noise.
Similar to the measurement noise, with this parameter it is possible for the user to tell
the filter how much confidence the user has in the model. The smaller this value, the
better the model is supposed to be. The default value of 0.39 means that the standard
deviation of the model results is approximately 40 centimeters. The default value might
seem a bit odd at first sight, but the interested reader is referred to Appendix A for a
derivation of this value.
If we increase the system noise, the gain will increase as well. A larger amount of system
noise means that there is less confidence in the model. In turn this means that larger
corrections are made by the filter, thus resulting in a larger gain.
The reverse is true for the observation noise for a similar reason. Another critical
parameter in the Kalman filter is the measurement noise. Basically, this parameter
is a measure for the confidence the user has in the reliability of the measurements.
The more accurate he believes the measurements to be, the smaller he should set the
measurement noise. The default value of 0.05 means that the standard deviation for
the measurements is 5 centimeters.
More noise in the observations means we have less faith in them. According to the filter
there is less reason to use these less flawless measurements, so that smaller corrections
are made.
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2. By increasing the observation period, we provide the filter with fewer observations.
Beside the fact that the update of the gain will occur less frequently, it will also become
larger.
3. The “sawtooth” picture that occurs is caused by the fact that only once every ten
simulation steps an observation is used. As soon as this measurement is available to
the Kalman filter corrections are made, causing the standard deviation of the error
to abruptly decrease. Then it gradually grows again until the next measurement. By
adding more observation sites, the standard deviation will decrease. Measurement information is not just used at a single location, but also contributes to other locations
(due to the spatial correlations in the model). With respect to the RMS error we may
conclude that the “sawtooth”-picture is much less clear. The magnitude of the RMS
error, however, is dependent on the number of observation sites, just as the standard
deviation.
4. From this experiment it is possible to verify the corrections that the Kalman filter
has made at a certain location by comparing them with actual measurements. Notice,
however, that at the location of interest the measurements were not assimilated.
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Chapter 4
Summary and recommendations
In this report the reader is introduced to the Kalman filter. We started from a historical
perspective in weather forecasting. From there we went on to explain the concept behind
filtering by introducing several easy-to-understand examples. The purpose of these examples
was to gradually familiarize the reader to the terminology surrounding the Kalman filter.
Different ingredients that are required to make the filter function properly were discussed
as well. Think about the need for a model and observations. The importance of correct
descriptions for the uncertainties in both the model and the measurements are a vital aspect
to the filter. These uncertainties give the Kalman filter the ability to improve the predictions
and make corrections.
After reading this document the reader should have a better understanding of the different
aspects of the Kalman filter. Terms such as system noise, observation noise and the Kalman
gain have been given meaning. Other aspects that have extensively been discussed, are the
importance of measurements and the location of the measurement sites. It should be realized
that the Kalman filter is a method that combines the best from two different sources, namely
models and measurements. Without either one, there would be no Kalman filter. The users
of the Kalman filter are given information about what to expect from the Kalman filter in
practice, and perhaps more importantly, what not to expect.
Included with this documentation is the Matlab Kalman filter practice tool, which should
familiarize the reader further with the different aspects of data assimilation. Using the tool
and actually seeing the consequences of certain choices directly on-screen might even be far
more clarifying than a large amount of text about the subject.
This document provides only a casual introduction to the concept of the Kalman filter. Several other documents are part of the same project: “Technical Documentation of the
Kalman filter”. The reader whose interest is peaked after reading this document is encouraged
to read those other documents as well. Specifically we would like to point out the literature
survey by Kalk et al., 2002 [?], which contains a comprehensive list of books, articles etc.
about the Kalman filter. As a further source of information, we would also like to mention
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the much more theoretically oriented report by Van ’t Hof, 2002 [?]. Here a thorough mathematical and physical introduction to the Kalman filter is given, as well as its use within the
WAQUA/TRIWAQ system.
It is clear that there are a large number of aspects that play an important role when
working with a Kalman filter. The practical use of the Kalman filter is almost limitless: any
situation that makes use of a model description and that has observations available can use
a Kalman filter.
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Appendix A
Description of the model
This appendix gives a mathematical description of the example that is used in the Kalman
filter practice tool. It is assumed that predictions of the water level in the Western Scheldt
(see also Figure 3.1) can be estimated with a one-dimensional hydrodynamical model. The
locations of interest (the used observation sites) and their respective distances from each other
are shown in the figure below:

Figure A.1: A one-dimensional model of the Western Scheldt, including the used observation
sites and the distances between them.
The base for the example comes from the thesis of Verlaan, 1998 [?] with a few modifications. The overall depth in the model is assumed to be constant. The tidal flow in a long
and narrow estuary can be modelled by the De St. Venant equation. The model uses the
following simplified equations:
∂ξ
∂u
+ D
= 0
∂t
∂x
∂u
∂ξ
+ g
+ cf u = 0
∂t
∂x
ξ(x = 0, t) = ξb (t)
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ξ(x, t = 0) = 0
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u(x, t = 0) = 0
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u(x = L, t) = 0

(A.6)

where ξ(x, t) is the water level above the reference plane, u(x, t) is the average velocity of
the current, t is the time, x is the position along the estuary, D is the water depth, g is the
gravitational acceleration and cf is a friction constant (see also Figure A.2). The function
ξb (t) gives a description of the tide as a function of time at the sea-estuary boundary. The
deterministic model, caused by tidal flow and the flow of the river, is a simple linear one.
The solution to these equations is approximated numerically, and implemented in a Matlab
simulation tool.

Figure A.2: A schematic representation of the Western Scheldt estuary and its model variables.
In the implementation of these equations the following values for the parameters have
been used:
D
cf
L
∆t
N

= 12
[m],
= 0.0016 [s−1 ],
= 60
[km],
= 600
[s],
= 70
[ ],

the depth of the channel
friction coefficient
the length of the channel
the time step of the model
grid points for the spatial discretization

Obviously the behavior of the water levels in the Western Scheldt is influenced by more
factors than included in the current model. First of all, the Western Scheldt is not straight
and the dynamics are unlikely to be modelled correctly with a one-dimensional model. Since
the depth is kept constant, the effect of gulleys, shallows and sand banks is not apparent.
The effects of salinity and wind are not included either. The model is basically driven by the
forcing on the water level boundary on the left-hand side. In this case it is a simple oscillating
function in the form of a sine, representing the astronomical tide:
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2π
1
t + π + 0.2
ξβ (t) = 2 sin
tc
2
tc = 12.6 hours a bit more than 1 tidal period




(A.7)
(A.8)

We can therefore never hope to expect that the model will capture all the characteristics
that are incorporated in the observation data. It therefore seems logical that there will be
quite a few differences between the model predictions and the actual observed measurements.
It is the goal of the Kalman filter to improve the model predictions, even at locations where
measurements are not available.
The four measuring stations that were used are situated on both sides of the Western
Scheldt. From West to East they are respectively West-Kapelle, Vlissingen, Terneuzen and
Hansweert. The location of these observations sites have been chosen as follows:
West-Kapelle at kilometer 4
Vlissingen at kilometer 13
Terneuzen at kilometer 30
Hansweert at kilometer 56
These distances do not correspond exactly with the true distances along the Western Scheldt.
The period of interest was the month of December in 2001, because there was a good storm
in that month. As an illustration an example of some of the actual observed water levels at
the four stations are shown in Figure A.3.
In this case the model contains a boundary that has no real physical interpretation, but is
just there to delimit the area of interest ([?]). We have no interest in the entire body of water
of the North Sea that is connected to the sea estuary boundary of our model. If we wanted to
avoid such an “open” boundary we would have to model the North Sea as well for example.
Unfortunately the water levels and velocities as a function of time are not precisely known on
these boundaries. The model, however, still needs a boundary condition. In calm weather,
it is quite common to use harmonic constituents to approximate the water level at such a
boundary. The changes in the water level due to meteorological effects remain unknown.
In order to be able to work with a Kalman filter the deterministic wave model needs to be
extended to a stochastic version (see also Section 2.2 and Figure 2.2). We assume that the
largest contribution to the uncertainty in the hydrodynamic model is caused by the unknown
value of the wind set-up at the sea-estuary boundary. It is assumed that this set-up ξb can
be modelled by an AR(1) process (see Verlaan, 1998 [?]) with an e-folding time of 2.0 [hours]
and a standard deviation σb = 1.0 [m]. In discretized form this means that
ξb ((k + 1)∆t) = αb ξb (k∆t) + w(k)
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Figure A.3: Observations of water levels for four locations (West-Kapelle, Vlissingen,
Terneuzen and Hansweert) along the coast of the Western Scheldt.
with
k = discrete time
∆t = time step
w = Gaussian white noise process
αb = exp(−1/12)
E{w(k)} = 0
E{w(k)wT (k)} = (1 − αb2 )σb2
It is assumed that the default accuracy of the observations is σo = 0.05 [m], while the
default accuracy of the model is σm = 0.39 [m].
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